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EXECUTIVE THESIS

Healthcare organizations generate valuable marketing, patient, and financial evidence
every day. When that evidence l ives in separate systems and departments, however,
leadership can struggle to understand what's actual ly driving outcomes.

Most Executives Don't Have a
Data Problem.
They Have a Connection Problem.

MARKET ING PAT I ENT F INANC IAL
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DESIRED
OUTCOME



What Every Executive Secretly Wishes for
is a Marketing Volume Knob.

MARKET ING
VOLUME

Turn market ing up and produce predictable
growth and revenue.

THE REALITY

ADMISSIONS
Admissions

Consider this pat tern: admissions are decl ining even as market ing spend and inquiry volume r ise.
Market ing sees demand that  isn' t  conver t ing. Admissions sees inquir ies i t  bel ieves are lower qual i ty .  Each
department has evidence. Nei ther has enough connected context  to explain the outcome.

MARKETING
Spend ↑ =

BUSINESS PROBLEM
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THE WISH

LOW HIGH



REALITY BEFORE TECHNOLOGY

The First Question in AI Development
Shouldn't be About AI.
It should be about the organization it serves.

P R O C E S S

P E O P L E

E V I D E N C E

ORGANIZATIONAL

REALITY

TECHNOLOGY

SECOND

Before deciding what an AI system should do, f irs t  understand how the organizat ion actual ly
operates: how people make decisions, how information moves between them, and where those
connections break down.
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WHAT WAS BUILT

The HEOS Evidence Engine
I  bui l t  one real, funct ioning AI heal thcare growth analysis and evaluat ion system designed to
examine evidence across dif ferent parts of an organizat ion, connect what those parts are seeing,
and identi fy where human judgment should be focused.

HARBOR R IDGE
EV IDENCE ENGINE

CONTROLLED  OPERAT ING ENV IRONMENT

M A R K E T I N G P A T I E N T B I L L I N G

MARKET ING  · PAT I ENT · B I L L ING  EV IDENCE

FOCUS
 

EXAMINE
ev idence

CONNECT
 wha t  par t s  see

human judgmen t

To tes t  i t ,  I  bui l t  Harbor Ridge, a synthet ic behaviora l  heal thcare organiza t ion designed to give the
Evidence Engine a coherent  operat ing environment to analyze whi le keeping the under ly ing data and
answers under my contro l .
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Harbor Ridge is the organization.

The Evidence Engine is what examined it.



RIGOR BEFORE RESULTS

The Hardest Part of Testing AI Isn't
Accepting Failure.
It's Resisting the Temptation to Manufacture Success.

01 02

WHEN THE  RULES  ACTUALLY  MATTERED

03

ANSWERS EVALUAT ION CR I TER IA SUCCESS  RULES

FROZEN BEFORE RESULTS WERE KNOWN

SYSTEM CAN SEE SYSTEM CANNOT  SEE

OPERATING EVIDENCE FROZEN ANSWERS

BL IND

used la te r  fo r  eva lua t ion

Before the Evidence Engine analyzed ei ther tes t  scenar io,  the expected answers,  the eva lua t ion cr i ter ia,
and the ru les for  success were a l ready f rozen. This  wasn' t  only  a tes t  of  the sys tem. I t  was a cons t ra in t  on
how I  could in terpret  whatever i t  produced.

Whi le  bu i ld ing one tes t  scenar io ,  a  va l ida t ion defec t  appeared.  I  prepared a  command to  search across
d i f fe ren t  random seeds for  ano ther  resu l t ,  then s topped before  running i t .  Ins tead,  I  cor rec ted the
under ly ing va l ida t ion ru le  and le f t  the  f rozen eva lua t ion ru les  unchanged.
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OBSERVED FINDING

≈$251K
 

An estimated $251,000 in additional collection opportunities if out-of-network
claims had realized at the in-network rate.

REAL IZAT ION RATE

IN -NETWORK

IN -NETWORK

OUT -OF -NETWORK

OUT -OF -NETWORK

66.77%

30.38%

$1,216,954.73 bi l led

$812,530.95 col lec ted

$688,137.27 bi l led

$209,054.85 col lec ted

Calcu la ted coun ter fac tua l  gap:  $250,397.60
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FORMAL RESULTS

MISS / MISS / CLEAN

SCENARIO 1 SCENARIO 2 HEALTHY BASEL INE

Planted deter iora t ion in
paid -search inquiry  qual i ty

P lanted deter iora t ion in
profess ional -out reach qual i ty

Unal tered contro l  envi ronment

BENCHMARK  RESULT BENCHMARK  RESULT CONTROL  RESULT

MISS MISS CLEAN
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Together with the observed finding, the formal results clarified both the Evidence Engine’s current
capabilities and where further refinement is needed.



BENCHMARK BEHAVIOR

The Misses Were More Than
Omissions

 
In both benchmark scenarios, the Evidence Engine did more than fai l  to ident i fy the planted
problem. I t  characterized the relevant domain as normal and directed analy t ical  a t tent ion
elsewhere.

SCENAR IO  1

SCENAR IO  2

P L A N T E D  P R O B L E M

P L A N T E D  P R O B L E M

S Y S T E M

S Y S T E M

A T T E N T I O N

A T T E N T I O N

Paid -search inquiry  qua l i t y

Profess iona l -ou t reach qua l i t y

NORMAL

NORMAL Paid search

Profess iona l  ou t reach

For decision support, this distinction matters: failing to identify a problem is
different from directing human attention away from the area where the problem
actually exists.
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WHAT THE RESULTS MEAN TOGETHER

The Findings Stay.
 

So Do the Misses.

≈$251K
 

MISS / MISS
 

CLEAN
 OBSERVED  F IND ING BENCHMARK  RESUL TS CONTROL  RESUL T

The Evidence Engine surfaced a f inancial ly meaningful observed f inding, missed both
problems i t  was expl ici t ly tested to f ind, and lef t  the unal tered control c lean. Each resul t
answers a dif ferent quest ion. None changes what the others establ ish.

A useful  f inding is not the same as passing the benchmark.

A clean control  is  evidence of this evaluat ion, not proof of general  rel iabi l i ty .

A benchmark miss does not mean nothing useful  was found.
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LIMITATIONS

Where the Evidence Stops
 The resul ts are real.  They also have boundaries. Four mat ter here.

01

02

03

04

GENERAL RELIABIL ITY

CAUSE OF THE MISSES

AUTONOMOUS DISCOVERY

CONTROLLED ENVIRONMENT

Both p lanted problems were missed.  Rel iable autonomous discovery of  h idden, loca l ized problems
has not  ye t  been demonst ra ted.

The c los ing diagnos t ic  poin ts  toward s ignal  s t ruc ture as one poss ib le explanat ion for  the misses,  but
discovery procedure a lso remains poss ib le.  The cause is  not  se t t led.

The Heal thy Base l ine remained CLEAN under the f rozen contro l  cr i ter ia .  One c lean contro l  does not
es tabl ish genera l  re l iabi l i t y  across o ther  condi t ions.

Harbor Ridge is  a  cons t ruc ted envi ronment ,  not  a  rea l  hea l thcare organiza t ion.  The resu l t s  descr ibe
Evidence Engine per formance wi th in tha t  contro l led envi ronment .
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WHAT TRANSFERS

What Transfers Is the Process
Harbor Ridge is  not  the template.  I t s  schema ref lects  one speci f ic operat ing environment.  What t ransfers
is  the discipl ine behind i t :  unders tand how an organizat ion actual ly  operates,  bui ld around that  real i ty ,
tes t  whether the resul t ing analys is  deserves t rus t ,  then use i t  to focus execut ive judgment.

SAME D ISC IPL INE  ·  D IFFERENT  REAL I TY

T E S T

B U I L D

F O C U S

U N D E R S T A N D

T R U S T

R E A L I T Y

J U D G M E N T

A R O U N D  I T

HARBOR R IDGE

B i l l i ng

Pa t i en t

Ma r ke t i ng Re f e r r a l

Fo l l ow - up

T rea tmen t

ORTHOPED IC  PRACT ICE

A di f feren t  organiza t ion requi res  the same disc ip l ine appl ied to  a  d i f feren t  rea l i t y .  An or thopedic  prac t ice,  for
example,  might  organize ev idence around re fer ra l  and au thor iza t ion,  eva lua t ion and t rea tment ,  poss ib le  surgery ,
rehabi l i t a t ion,  and fo l low-up.  I t s  ev idence arch i tec ture shou ld re f lec t  those re la t ionsh ips ,  no t  Harbor  R idge's
behav iora l -hea l th  schema.
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EXECUTIVE CONSIDERATIONS

Building Toward Predictable Growth
The Evidence Engine demonstrated the abil i ty to connect evidence across departments and surface
a measurably valuable insight. I t  also showed what comes next: model a real practice, connect
marketing activi ty to f inancial outcomes, test the system against known answers, and use what i t
gets right and wrong to refine the next i teration.

The goal is at tr ibution leadership can trust: enough visibi l i ty to identify where growth is breaking
down, focus human judgment on the right problem, intervene, and measure what changes.

01

02

03

Connect Evidence Around the Outcome That Matters.

Understand the Practice Before Choosing the Technology.

Decide What Would Earn Trust Before Seeing the Answer.

Es tab l i sh what  would count  as  success  before the resu l t s  are known, ra ther  than adjus t ing the
s tandard a f terward.

S tar t  wi th  the bus iness  ou tcome you're ac tua l l y  t ry ing to unders tand,  not  every th ing a sys tem
could technica l l y  access .

Map how i t  ac tua l l y  opera tes ,  how decis ions are made,  and where ev idence l i ves  before
deciding what  AI  should do.

The goal  isn' t  to remove execut ive judgment f rom the process.  I t ’ s  to give judgment bet ter -connected
evidence and a c learer place to focus.
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HEOS

linkedin.com/in/kenneth-corioso/

EVIDENCE ENGINE

github.com/kencorioso/ai-healthcare-growth-systems

About the Work

KEN CORIOSO

THE PROJECT

The HEOS Evidence Engine is an AI healthcare growth analysis and evaluation system built to
examine evidence across different parts of an organization, connect what those parts are
seeing, and identify where human judgment should be focused. It was built and evaluated
using Harbor Ridge, a controlled synthetic operating environment.

My work sits at the intersection of healthcare operations, growth, analytics, and AI. I built the
HEOS Evidence Engine to explore how those disciplines can work together to help healthcare
leaders make better-informed decisions.

01

02

EXPLORE THE PROJECT

CONNECT ON LINKEDIN
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